
Supporting Information

This appendix contains information that is supplemental to “The E↵ects of Authoritarian

Iconography: An Experimental Test.”
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1 Examples of Iconography in the UAE

Figure 1: Modern buildings in Dubai with images of the ruler of Dubai and
President of UAE on the building. Photo taken December 31, 2014. c�Typhoonski |
Dreamstime.com – Dubai Skyline Photo.

Figure 2: Roundabout in Fujairah with national flag and portraits of rulers of
UAE and Fujairah. Photo taken December 14, 2014. c�Typhoonski | Dreamstime.com –
Roundabout in Fujairah, UAE Photo.
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Figure 3: Bridge in Al Ain, UAE, with portraits of Sheikh Mohamed bin Zayed Al
Nahyan and Sheikh Khalifa bin Zayed Al Nahyan. Photo taken December 15, 2014.
c�Typhoonski | Dreamstime.com – Bridge with Sheikh Portraits in Al Ain, UAE Photo.

Figure 4: Emirates National Auto Museum in Abu Dhabi with Portrait of Sheikh
Zayed. Photo taken December 22, 2014. c�Typhoonski | Dreamstime.com – Giant Dodge
Power Wagon in Abu Dhabi Photo.
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2 The UAE in Comparative Perspective
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Figure 5: The Residuals from 11 of the 13 Models Presented in Menaldo (2012), with the Residuals
Decomposed into Categories. We do not shown the base model with no covariates and Model 8, which would not
replicate. We use the year 1992 as a cuto↵ for older, since the end of the Cold War is an oft-used breakpoint.
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3 Subject Pool vs. National Population

Limited population-level statistics are available from the United Arab Emirates National

Bureau of Statistics. Moreover, given the large number of people moving in and out of

the country on a regular basis, the estimates are often questioned. Nevertheless, using

information from the most recent (i.e., 2005) census, we compare our subject pool to the

national population on several dimensions in the table below. The census data are available

here: http://www.uaestatistics.gov.ae/EnglishHome/ReportsByDepartmentEnglish.

Our Study UAE Population
Proportion Female 41 32
Proportion UAE National 7 20
Proportion Abu Dhabi Residents 72 34
Proportion Dubai Residents 15 32

Table 1: Comparison of the Subject Pool to the UAE National Population.
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4 Recruitment

Recruiting subjects to participate in our study proved to be one of the primary challenges

of this research project. We carried out the experiment at the Social Science Experimental

Laboratory (SSEL) at NYUAD. We faced several obstacles. First, for theoretical reasons, we

could not rely heavily on NYUAD student subjects for our experiment. Second, recruiting

non-student subjects is di�cult in the UAE because of the country’s wealth and conservatism.

Third, we encountered unforeseen recruitment problems. Specifically, coordinating with non-

NYUAD universities proved more complicated than expected. Moreover, it was more di�cult

to recruit participants from the pre-existing NYUAD subject than we anticipate. We lay

these di�culties out in order.

To begin, NYUAD has an extremely international student body; according to the univer-

sity’s website, the class of 2019 included 299 students of 85 di↵erent nationalities.1 Given the

relatively small student body and large number of nationalities, there are very few Emiratis

(or long-time Emirati residents) that attend the school. Thus, it was not possible for us to

rely on the main student subject pool in more than a limited way in this study. Accordingly,

in our pre-results submission, we specifically stated that we would not use the student sub-

ject pool of the SSEL for our experiment.2 In addition, most students at NYUAD have only

been in the Emirates for a couple of years and are largely insulated from the politics of the

country—both of which make them inappropriate for the purposes of testing our theory.

Instead, we needed to recruit a non-NYUAD subject pool that contained Emirati nation-

als and long-time Emirati residents. Doing so was not straightforward. The United Arab

Emirates is the seventh richest country according to the World Bank’s database on GDP per

capita (based on purchasing power parity). The Emirati GDP per capita of $66,009 is, for

example, significantly higher than that the American GDP per capita ($54,640).3 Because so

1See http://nyuad.nyu.edu/en/admissions/information-for-counselors/admissions-profile.html.
2Note that we did use them in a pre-test to help us vet the basic protocol of the study.
3Dollars are current international dollars based on the 2011 ICP round. These data are available
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many Emirati residents are wealthy, it is di�cult to entice them to participate in lab exper-

iments using financial rewards as the primary incentive. As a consequence, in addition to a

fairly generous financial incentive, the SSEL at NYUAD also uses other forms of incentives,

such as certificates of participation in the program and complimentary food and beverages.

Since NYUAD is a prestigious and well-known institution locally, the opportunity to be a

subject in a social scientific experiment there is something that does attract a number of non-

NYUAD university students to join the subject pool. It also attracts university professors

to bring their classes to NYUAD as a type of field trip, perhaps in the context of a broader

class on social science methods. Thus, with assistance from the Human Subjects Enrollment

Specialist at NYUAD, we were able to recruit a number of participants for our study by

providing classes at other universities with the opportunity to come to NYUAD on a field

trip.4 Doing so involved liaising with faculty at other institutions, providing transportation

in the form of a bus, providing food for the visiting faculty and students, and then finally

providing the subjects with a certificate of completion and money earned at the end of the

study. As the SSEL is a relatively new institution, ours was only the second study there

that relied on non-NYUAD subjects in this manner.

Yet there were also some challenges associated with recruiting subjects from outside of

NYUAD. Coming to NYUAD to participate in the study from another location in the UAE

is a fairly substantial commitment on the part of faculty and students taking a field trip;

subjects in our study often traveled for between thirty and ninety minutes in order to get

to the SSEL. When combined with time for food and refreshments plus the time spent

participating in the actual experiment, taking part in the study could take a full morning or

afternoon. Finding faculty who are willing to participate in this type of event is a lengthy

here: http://data.worldbank.org/indicator/NY.GDP.PCAP.PP.CD?order=wbapi data value 2014+wbapi
data value+wbapi data value-last&sort=desc.

4We focused on recruiting from private universities. We focused on private universities because state-
run Emirati citizen-majority universities do not allow students to participate in SSEL experiments without
co-authorship of faculty.
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process that often requires NYUAD sta↵ to build relationships over quite some time.

As so often happens with field research, some of our best-laid plans for bringing in

subjects in this manner went awry. One professor had agreed to bring a large number of

students to NYUAD to participate in our study over multiple days, and these students would

have comprised a large proportion of our overall sample. Unfortunately, on the first day of

the experiment—the day that this professor was bringing over her first group of students—

several highly unusual events occurred. First, the professor and the bus driver who we had

hired to bring her students to NYUAD had a miscommunication that led the professor and

her students to wait for more than an hour to be picked up, causing some participants to

give up. Second, in lieu of waiting, some participants opted to drive to NYUAD themselves,

and these participants got in a car accident. Third, once the remaining students finally

arrived at NYUAD and were seated in the lab ready to begin the study, NYUAD’s annual

unannounced fire alarm (requiring complete evacuation from the building) occurred. This

interruption occurred before the start of the actual experiment so the students were actually

able to complete the experiment as planned on their return. However, after this combination

of unpleasant experiences, the professor opted not to have her other students participate in

the scheduled future sessions. The withdrawl of those subjects was a significant challenge

for our recruitment e↵orts.

Beyond the issues with other universities coming to NYUAD on class trips, we faced some

di�culties in terms of recruiting subjects that were already part of the SSEL non-NYUAD

subject pool. The SSEL had subjects that were already enrolled in its system, and uptake

for our study among this population was lower than expected for reasons that remain not

entirely clear to us. Although we were able to recruit additional subjects despite these issues,

their low uptake was a primary cause for our decision to end our study with 123 participants,

rather than the anticipated minimum of 150.

Though disappointing, the power analyses described below in this appendix do not indi-
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cate that we would have found substantially di↵erent results with 150 subjects. Therefore,

we halted the study at 123 participants given that our scheduled time in the SSEL had ended

and it would take a considerable amount of additional time and other resources to establish

the necessary relationships to reach 150 participants using non-NYUAD subjects.
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5 Balance Tests

Leader 1 Leader + Eyes 1 Leader 2 Leader + Eyes 2
Woman -0.21 -0.87

(0.70) (0.13)
Age 0.21* 0.19

(0.08) (0.13)
Muslim -1.25 -0.67

(0.11) (0.41)
Employed 0.14 -0.74

(0.79) (0.21)
Low Income 0.99* 0.89*

(0.05) (0.08)
Abu Dhabi Resident 0.94 0.43

(0.13) (0.49)
Born in UAE -1.13 0.20

(0.14) (0.82)
Years in UAE 0.07 0.03

(0.23) (0.61)
Educated in UAE -0.68 -0.33

(0.21) (0.54)
Family in Government -0.67 -0.15

(0.20) (0.78)
Religious (1=religious) 0.81 -0.25

(0.15) (0.67)
Mood -0.00 -0.02

(0.92) (0.43)
Game Earnings 0.00 -0.00

(0.84) (0.36)
Constant -5.26 0.33 0.00 -0.23

(0.29) (0.95) (1.00) (0.31)
N 123 123
AIC 291.63 272.91
BIC 370.37 278.53

Notes: Standard errors in parentheses. A likelihood ratio test finds no di↵erence LR chi2(24) =
33.27. Prob > chi2 = 0.1543. * p<0.10

Table 2: Joint Test of Orthogonality Using Multinomial Logistic Regressions.

10



Control Leader Leader +
Eyes

Overall (1) vs. (2),
p-value

(1) vs. (3),
p-value

(2) vs. (3),
p-value

p-value from
joint test

Woman 0.48 0.41 0.34 0.41 0.53 0.23 0.55 0.49
(0.08) (0.07) (0.08) (0.04)

Age 19.84 21.36 20.66 20.62 0.03 0.12 0.38 0.07
(0.29) (0.62) (0.46) (0.28)

Muslim 0.89 0.84 0.86 0.86 0.54 0.70 0.84 0.83
(0.05) (0.06) (0.06) (0.03)

Employed 0.23 0.43 0.20 0.29 0.11 0.81 0.11 0.14
(0.07) (0.10) (0.09) (0.05)

Low Income 0.39 0.59 0.57 0.51 0.06 0.10 0.86 0.11
(0.07) (0.07) (0.08) (0.05)

Abu Dhabi Resident 0.66 0.77 0.74 0.72 0.24 0.43 0.76 0.48
(0.07) (0.06) (0.07) (0.04)

Born in UAE 0.61 0.55 0.69 0.61 0.52 0.51 0.21 0.45
(0.07) (0.08) (0.08) (0.04)

Years in UAE 15.84 17.30 17.57 16.85 0.32 0.20 0.84 0.42
(1.02) (1.06) (0.82) (0.57)

Educated in UAE 0.57 0.50 0.51 0.53 0.53 0.64 0.90 0.80
(0.08) (0.08) (0.09) (0.05)

Family in Government 0.45 0.39 0.54 0.46 0.52 0.44 0.17 0.39
(0.08) (0.07) (0.09) (0.05)

Religious (1=religious) 0.27 0.41 0.23 0.31 0.18 0.66 0.09 0.19
(0.07) (0.07) (0.07) (0.04)

Mood 37.88 36.97 36.38 37.13 0.73 0.61 0.83 0.86
(1.98) (1.69) (2.10) (1.10)

Game Earnings 1588.64 1597.73 1568.57 1586.18 0.68 0.37 0.20 0.43
(15.32) (15.76) (15.76) (9.04)

N 44 44 35 123

Note: Standard errors in parentheses.

Table 3: Balance Tests.
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6 Images Used in the Laboratory

Figure 6: The Masking Image for the Leader Treatment. This image was shown
before and after exposure to the Leader prime.

Figure 7: First Leader Treatment Image. Four di↵erent images of the Sheikh were used
to reduce the likelihood that subjects recognized the image.
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Figure 8: Second Leader Treatment Image. Four di↵erent images of the Sheikh were
used to reduce the likelihood that subjects recognized the image.

Figure 9: Third Leader Treatment Image. Four di↵erent images of the Sheikh were used
to reduce the likelihood that subjects recognized the image.
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Figure 10: Fourth Leader Treatment Image. Four di↵erent images of the Sheikh were
used to reduce the likelihood that subjects recognized the image.

Figure 11: The Masking Image for the Leader + Eyes Treatment. This image was
shown before and after exposure to the Leader + Eyes prime.
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Figure 12: The Eyes Treatment.
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7 Power

In our original power calculations, we specified an expected medium e↵ect size for a contin-

uous outcome variable using Cohen’s d, given that we did not have previous estimates on

which to base our study. We also made some alterations for the fact that we had multiple

outcome measurements. This e↵ect size translated into a sample size of between 150 and

200 subjects, which is a typical size for a lab experiment. As we discuss below, however,

given that we used the binary version of our outcome variables for our analysis and found

small e↵ect sizes, no reasonable sample size for a lab experiment would give us statistically

significant results for both treatments.

A key question that we must address is: Would additional subjects have changed the

findings of our study? In other words, was our study underpowered? As we have argued

in the body of the article, we do not have evidence to show that power was the main

barrier to having a significant result. The treatment e↵ects we identified were smaller than

anticipated and the dichotomization of the outcome variable made finding a treatment e↵ect

more statistically challenging. We explore our power in this appendix.

There are two ways of answering the question of whether our study was underpowered.

The first is to theorize about convergence towards the true average treatment e↵ect (ATE).

As the sample size of any study increases, the likelihood that the sample mean converges to

the population mean increases. However, in small samples one is more likely to see aberrant

means. That is, we could think that, given the small sample size, the distribution of responses

that we have received so far has not yet converged to the true mean of the population who

could have received treatment and those who could have not. One approach to addressing

this question would be to continue adding additional subjects in blocks until the means of

the control and treatment groups appear to stabilize (or converge). Given that the study

was not designed to answer such a question, we think this approach has limited utility.5

5Another way of thinking about this would be to ask: what would the distribution of an additional 75
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The second approach is to ask, given the e↵ect found so far, what sample size would be

needed to reach statistical significance at a conventional level? In this approach, we treat our

study as completed and estimate how many more subjects would be needed to statistically

detect the size of the treatment e↵ect we have found. Note that this question is distinct from

the issue of whether a study’s well-powered finding is replicable (Open Science Collaboration,

2015). Moreover, this question of post-hoc power calculations has not traditionally been

addressed in academic papers in political science, since experimental null results are rarely

published.

However, similar to ex ante power calculations, post-hoc power calculations lend them-

selves to study via simulation. That being said, the best way to conduct the simulation

for multiple outcome measures and multiple treatment arms within the context of a social

scientific experiment is in need of further development. We raise this point here because we

believe it is important for the transparency of future studies.

To estimate the needed sample size to detect both of our treatment e↵ects from both

treatment arms, we omit our survey measures of political compliance because, as documented

in the “Measurement” section of the appendix below, we find that these measures do not

reflect a single, underlying concept of compliance. That leaves us with two measures of

compliance: one from the tax compliance game and one from the charitable donation task.

Since the coe�cient estimates associated with the continuous measures of these outcomes

are not properly signed, simulating using those average treatment e↵ects makes little sense.

Moreover, we do not analyze these findings in the text of the paper because of the fact that

the distributions deviate significantly from normality. In contrast, the coe�cient estimates

associated with the dichotomous outcome measures are signed in the right direction, although

respondents have to be in order to find significant results? However, to interpret that result, we would need
expectations about the reasonableness of the findings of the distribution of extra subjects. Although this
could in principle be achieved using Bayesian inference, given the lack of guidance in the literature on how to
approach such a task, we defer to the more typical approach of estimating needed sample size from previous
studies, which involves treating our study as a completed study.
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the coe�cient for the Leader + Eyes treatment is smaller than that of Leader treatment in

the compliance game, which goes against our hypotheses. Nevertheless, if we are interested

in determining whether both treatments a↵ect political compliance relative to the control

condition, then we can calculate the power needed to statistically detect the e↵ect.

To do so we consider our study complete and then calculate the needed sample size to

detect the e↵ect we found with the 123 subjects. We base our calculations on the observed

e↵ect size from the study with 123 subjects. As suggested by Experiments in Governance

and Politics (EGAP), we explore the probability of detecting a true finding with multiple

comparisons using simulation techniques with various sample sizes.6 EGAP considers the

case of a continuous variable and simulates the outcome for the entire sample as being drawn

from a Gaussian distribution with a set standard deviation but with each individual in each

treatment having the same treatment e↵ect (i.e., the ATE is the same as the individual

treatment e↵ect—sometimes called the sharp e↵ect). In our case, these treatment e↵ects

come from our data observed with 123 subjects.7

Simulation with multiple treatment arms and dichotomous outcomes has two additional

issues. First, we not only have multiple treatment arms but also multiple outcome measures

that are theoretically correlated with one another.8 While multiple outcome measures will

increase the need for a larger sample size, how many more subjects will be needed will depend

on the correlation between the outcome measures. Hence, a simulation that does not take

into consideration the covariance between outcome measures will tend to overestimate the

needed sample size. If measures are highly correlated, then the size and the e↵ect of the

treatment on each outcome measure should be relatively similar.

Second, if our outcome is measured as successes and failures and we take each binary

6See, for example, http://egap.org/content/power-analysis-simulations-r.
7However, in the EGAP approach it would also be possible to relax the assumption about the ATE and

assume that the treatment e↵ects themselves were drawn from a distribution.
8Empirically, however, we witness very little correlation.
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observation as the realization of a Bernoulli trial, it is not straightforward to estimate the

sharp average treatment e↵ect because each individual is either a 0 or a 1. Hence, it is

not possible to draw a simulated sample size from a normal distribution and add the treat-

ment e↵ect to all of those simulated subjects in the di↵erent treatment arms. Hence, for

our simulation we treat the treatment and control groups as Bernoulli trials with di↵erent

probabilities of success, where the probabilities of success are passed on to the estimated

proportion of successes from our regression models in Table 2 in the article.

Our study, however, raises a question of importance for future studies: How should

researchers set up simulations for power calculations in the case of multiple outcome measures

and multiple comparisons for both continuous and binary variables? After all, it is even more

challenging if we assume that the outcomes are binary rather than continuous. In retrospect,

our power calculations did not go far enough in this area.

To reiterate, we do not believe that a laboratory study with any typical sample size would

be able to detect a treatment e↵ect for both of our treatment arms, regardless of the multiple

outcome measures. Given the very small size of the coe�cients for the Leader treatment in

the tax compliance experiment and the Leader treatment in the donation experiment, no

reasonable sample size would give us statistically significant results. Moreover, the ordering

of the coe�cients in the compliance game is out of line with our hypotheses because the

coe�cient on the Leader + Eyes treatment is smaller than that on the Leader treatment

alone. For example, consider what is needed to obtain a significant finding for both of the

treatment arms in the compliance game—forgetting the full ranking—with a power of .8 and

an alpha of .1 We assume each outcome measure for each individual in each of our groups is a

Bernoulli trial, where the probability of compliance is the predicted probability of complying

from our regression model. We find that we would need an approximate sample size of

18,000 to get statistically significant results, without controlling for multiple comparisons

but controlling for multiple treatment arms. A similar outcome is true for the donation game,
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rendering further adjustments pointless, since such a large laboratory study is unheard of.

As we discuss in the conclusion of the article, this power analysis has important implications

for future research on the e↵ects of authoritarian iconography on political compliance.

Given the di�culty in detecting treatment e↵ects with binary outcomes, the discussion

of such measurement of regime compliance should focus on a continuous outcome variable so

as to better calculate the treatment e↵ect in the face of potentially small but important dif-

ferences between treatment and control groups, potentially using non-laboratory techniques.

Based on this discussion, we focus our discussion of the null results in the main article on

factors other than statistical power and o↵er suggestions on how future studies could improve

upon our research design.

20



8 Analysis of Subliminal Priming

As is standard in subliminal priming studies, we evaluated whether the prime was processed

subliminally as intended by asking respondents a set of questions about what they saw during

the experiment. At the end of the survey, respondents were asked the following question:

“Earlier in the study, you were asked to look at your computer screen, where you saw a dot

and some flashes on your screen. During those flashes, some people were shown recognizable

images. Did you recognize any images in the flashes that you saw?” If they answered “yes,”

they were then asked, “What images did you recognize?” The answer options were stars,

nature, faces, and other. If they answered “faces, ” they were then asked, “Did you recognize

the face?” If subjects responded “yes” or “unsure, ” they were then asked to indicate whose

face they saw.

Overall, 39 of the 123 subjects (32%) reported recognizing any faces in the images (i.e., the

brief flashes) that they saw. This finding suggests that the prime could have been processed

supraliminally rather than subliminally as intended. However, further examination suggests

that that was probably not the case. Of those 39 subjects, 26 subjects reported that they

may have recognized a specific face (i.e., 26 subjects indicated “Yes” or “Unsure” in response

to the question “Did you recognize the face? ”). These 26 subjects included 10 subjects in

the control group, who were not exposed to any facial images at all.

Of these 26 subjects, four reported recognized Sheikh Khalifa (either by name or as “the

president of the UAE”), two reported recognizing Sheikh Zayed (Sheikh Khalifa’s father

and the former president of the UAE), and one reported recognizing “one of the political

leaders,” presumably of the UAE. Other responses included a woman/girl/lady/mother,

specific women and girls (e.g., SSEL sta↵ members and Malala Yousafzai), and President

George Bush, among others. Thus, only 4/123 (3 percent) of subjects reported recognizing

Sheikh Khalifa and only 7/123 (6 percent) of subjects reported recognizing any current or
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former leader of the UAE. This indicates that the vast majority of subjects processed the

prime subliminally as intended. Furthermore, to the extent that a small number of subjects

processed the prime supraliminally, we would expect this tendency to bias our results in a

positive direction rather than towards the overall null result that we find.

Another concern pertains to whether the proportion of subjects who processed the prime

supraliminally varies meaningfully across experimental conditions. For example, if a greater

number of subjects in the Leader + Eyes condition than in the Leader condition processed the

prime supraliminally, this could potentially account for any stronger e↵ects of the leader and

eyes condition. The table below presents the proportion of subjects who reported recognizing

any faces in the images that they saw. As can be expected, the proportion of subjects who

reported recognizing any faces is higher in both treatment groups than in the control group.9

However, this di↵erence is not statistically significant. Further, the proportion of subjects

who reported recognizing any faces is identical in the two treatment groups.

Proportion Di↵erence,

(p-value (z))

Control (1) Leader (2) Leader + Eyes (3) (2) - (1) (3) - (1)

Saw Faces 0.27 0.34 0.34 0.07 0.07
(0.49) (0.50)

N 44 44 35

Notes: All rows show estimates from di↵erence-in-proportions tests with p-values.

As no p-value approaches statistical significance, we do not correct for multiple comparisons.

Table 4: Di↵erences in Proportion of Subjects that Saw Faces.

9Interestingly, 27% of subjects in the control group—who were not exposed to any facial images—reported
recognizing faces in the image that they saw.
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9 Analysis of Subjects’ Mood

One disadvantage of subliminal priming is that it is not possible to conduct a direct manip-

ulation check to verify that subjects have indeed “received” the experimental treatments to

which they were assigned. We attempt to mitigate this limitation of subliminal priming by

conducting an indirect manipulation check, in which we examine the e↵ect of assignment to

treatment on subjects’ self-reported mood. As we discussed in the article, we believe that

images of the leader may elicit an emotional response—anxiety—that promotes compliance

with the regime. We thus test whether the treatments produced any meaningful increase in

subjects’ self-reported levels of anxiety throughout the experiment. If we find an e↵ect of

the treatments on subjects’ anxiety, then that pattern would suggest that the treatments

were indeed received by subjects. If we do not find any e↵ect of the treatments on subjects’

anxiety, then that pattern could indicate that the treatments were not received. However,

it could equally indicate that subjects received the treatments, but that the treatments did

not elicit anxiety among subjects.

We measure subjects’ anxiety before and after the experimental treatments using the

STAI-6, a six-item short-form of the state scale of the Spielberger State-Trait Anxiety In-

ventory (STAI). The Spielberger STAI is one of the most frequently used measures of anx-

iety in applied psychology. The standard STAI is made up of two questionnaires: the first

questionnaire measures state anxiety (i.e., how one feels at the moment) and the second

questionnaire measures trait anxiety (i.e., how one generally feels). The STAI-6 is a short-

form version of the first questionnaire measuring state anxiety.10 Because we are interested

in how authoritarian iconography temporarily a↵ects subjects’ anxiety levels during the ex-

periment, state anxiety is the appropriate concept to measure. We include a copy of the

10The STAI-6 was validated by Marteau and Bekker (1992) and has since been used in a number of
contexts. We were also able to validate the STAI-6 using factor analysis: the six questions included in the
STAI-6 load nicely onto a single, latent factor with a Cronbach’s alpha of 0.74 in the pre-treatment survey
and 0.71 in the post-treatment survey.
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STAI-6 questionnaire below.11

We do not find any meaningful di↵erences in subjects’ self-reported levels of state anxiety

across the three experimental conditions, either before or after exposure to our experimental

treatment. The table below presents the results of a di↵erence in means test comparing state

anxiety across experimental groups after treatment administration. As seen in the table,

subjects in all three treatment groups scored approximately “normal” (34-36 points) in the

post-treatment administration of the STAI-6. Subjects in the Leader treatment scored nearly

identically to subjects in the control group on the STAI-6, and subjects in the Leader + Eyes

group also scored very similarly to those in the control group. None of the di↵erences between

groups approach statistical significance. As mentioned earlier, this could indicate either that

the treatments were not received or, more likely given our use of standard subliminal priming

procedures, that subjects received the treatments but that they did not elicit any anxiety

among them.

11The total STAI score is calculated by reversing the scores for the positive items, summing all scores, and
multiplying the total score by 20/6. See Marteau and Bekker (1992).
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Not at all Somewhat Moderately Very Much
1. I feel calm. 1 2 3 4
2. I am tense. 1 2 3 4
3. I am upset. 1 2 3 4
4. I am relaxed. 1 2 3 4
5. I feel confident. 1 2 3 4
6. I am worried. 1 2 3 4

Table 5: STAI-6 Questionnaire.

Mean Di↵erence,

(p-value (t))

Control (1) Leader (2) Leader + Eyes (3) (2) - (1) (3) - (1)

STAI-6 34.92 34.24 32.95 -0.68 -1.97
(0.79) (0.49)

N 44 44 35

Notes: All rows show estimates from di↵erence-in-means tests with p-values.

As no p-value approaches statistical significance, we do not correct for multiple comparisons.

Table 6: Di↵erences in State Anxiety Across Groups.
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10 Survey Measures

The pre-analysis plan for the study specified that we would aggregate attitudinal measures

of compliance and political support into two indices. These indices would be based on the

results of a factor analysis evaluating the degree to which all survey items are correlated

with one, latent factor. As is conventional, the index would have a Cronbach’s alpha of at

least 0.70. If Cronbach’s alpha were below 0.70, then we specified that we would exclude

the items with low factor loadings to improve reliability. Finally, if it were not possible to

achieve an index with a Cronbach’s alpha of at least 0.70, we planned to analyze responses

to each question separately.

The tables below present the results of our factor analysis. As these results show, Cron-

bach’s alpha is 0.22 and 0.56 for the political compliance questions and political support

questions, respectively. Thus, neither index would meet the 0.70 threshold specified in the

PAP. Further, excluding items with low factor loadings did not meaningfully improve relia-

bility. Consequently, in the article we analyze responses to the political compliance questions

and political support questions separately and correct for the multiple comparisons problems

within each set of questions.

Item-Test Item-Rest Avg. Inter-Item Cronbach’s

Correlation Correlation Correlation Alpha

Don’t Question Leaders 0.49 0.09 0.06 0.19
Treat as Child 0.45 0.05 0.07 0.23
Ban Organizations 0.46 0.06 0.07 0.22
Close Newspapers 0.57 0.20 0.02 0.08
Don’t Express Views 0.49 0.10 0.05 0.18
Test Scale 0.05 0.22

Note: All items contain 123 observations and were coded to enter the scale in a positive direction.

Table 7: Factor Analysis of Political Compliance Questions.
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Item-Test Item-Rest Avg. Inter-Item Cronbach’s

Correlation Correlation Correlation Alpha

Climate Policy 0.74 0.39 0.27 0.43
Space Program 0.72 0.35 0.32 0.48
Nuclear Deal 0.73 0.37 0.31 0.47
Test Scale 0.30 0.56

Note: All items contain 123 observations and were coded to enter the scale in a positive direction.

Table 8: Factor Analysis of Political Support Questions.
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11 Tables with Robustness Checks

Proportion Complier Complier

Leader 7.18 0.59 0.14
(0.43) (0.21) (0.21)

Leader + Eyes -6.48 0.10 0.02
(0.52) (0.84) (0.84)

Control Variables Yes Yes Yes
DV Type Continuous Binary Binary
Model Type Linear Logistic Linear
N 123 123 123
Note: All regressions show coe�cients and p-values in parenthe-
ses. As no p-values approach statistical significance, we do not
correct for multiple comparisons. * p-value < .10

Table 9: Treatment E↵ects Comparison Across Continuous and Binary Specifica-
tion of Compliance Game Outcome.

Proportion Donater Donater

Leader 5.11 0.04 0.01
(0.16) (0.93) (0.93)

Leader + Eyes 4.80 0.99* 0.23*
(0.14) (0.04) (0.05)

Control Variables Yes Yes Yes
DV Type Continuous Binary Binary
Model Type Linear Logistic Linear
N 121 121 121
Note: All regressions show coe�cients and p-values in parenthe-
ses. Those audited in the compliance game are dropped from the
analysis. As no p-values approach statistical significance, we do
not correct for multiple comparisons. * p-value < .10

Table 10: Treatment E↵ects Comparison Across Continuous and Binary Specifi-
cation of Donation Outcome.
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